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Performance tuning of IBM FileNet is a multi-staged process that involves optimizing the entire IBM
FileNet P8 platform stack, including the Content Platform Engine (CPE), the application server (e.g.,
WebSphere, WebLogic), the database, and the client applications.

The key areas for performance tuning include:

1. Database Optimization
The database is often the bottleneck in a FileNet P8 system.

Query Tuning and Indexing: The most critical step is to analyze the commonly run queries from
your FileNet applications and create appropriate database indexes on the Content Platform
Engine tables. CPE does not provide an optimal default set of indexes for all application designs, so
custom indexing is usually required.

Database Maintenance: Regularly perform statistics updates and database maintenance tasks
(like reorgs) for optimal performance, especially after significant data changes.

Connection Pooling: Ensure the JDBC connection pool size in your application server
(WebSphere/WebLogic) is adequately sized. Too few connections can cause slow performance and
hangs, especially under heavy load. A suggested maximum value is often around 100, but this must
be tuned to your system's resources and workload.

2. Content Platform Engine (CPE) and Application Server Tuning
Performance settings on the application server hosting the CPE are crucial.

JVM Tuning: Since FileNet runs on a Java-based application server, Java Virtual Machine
(JVM) heap memory size and Garbage Collection (GC) tuning are essential. Monitor JVM
health, thread counts, and CPU spikes for memory leaks or inefficient processing.

Thread Pools: Adjust the web container thread pool size and other application server thread
pools to handle concurrent user requests effectively.

Caching: Configure and tune various caches, such as the user and group cache (for directory
service lookups) and the object store metadata cache, to reduce latency.

Large Objects/Folders: Implement best practices for handling a large number of folders,
documents, and objects, which may involve tuning storage areas and object store design.
Auditing: Efficiently manage audit events and configure auditing selectively to minimize disk
space usage and performance overhead.

3. Storage and Content Management
How content is stored and retrieved directly impacts performance.

Storage Areas: Tune Content Platform Engine fixed content devices and file storage area paths.
For example, using local paths for file storage areas (instead of UNC paths) where possible can
prevent performance degradation.

Content Based Retrieval (CBR): If using full-text search (Content Search Services), monitor and
tune indexing and searching performance.

Content Transfer: Improve performance for content uploads and downloads by considering
network factors and multipart upload settings for S3-compatible storage.
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4. Security and Directory Services

Inefficient security lookups can be a performance drag.

. LDAP/Directory Server: Tune the behavior of the Lightweight Directory Access Protocol
(LDAP) provider cache and optimize your directory server database (e.g., IBM Security Directory
Server) for fast query speeds.

. Security Design: Implement a well-thought-out security model. Complex or inefficiently applied
security can significantly slow down access and search operations.

5. Application and Code Best Practices

Client-side and custom application code should be optimized to reduce the load on the CPE.

. Optimized Queries: Ensure custom applications use efficient and selective FileNet P8 queries
that leverage indexes. Avoid queries that result in large, unpaged result sets.

. Session Affinity (Sticky Sessions): In a clustered environment, use session affinity for clients like
Workplace XT or IBM Content Navigator to route a user's requests to the same application server,
which improves performance by leveraging in-memory session data.

6. Tuning the Connections System
In general, the following observations about IBM® Connections Version 5.5 can be made:

o Performance across all the components is typically limited by disk I/O, either on the database,
the file repository, or both. This is especially true for the News application accessing the
Homepage database. Performance can be improved by adding RAM on the DB server to cache
more data. From our observations, nearly 1/3 of the disk write operations are due to the
databases' transactional log files. We suggest locating these log files on a separate high
performance disk subsystem; for example, based on Solid State Disks (SSD).

o End-user experience can be affected by external factors, such as network latency, network
bandwidth, and browser rendering times. Configuring a forward proxy server, to cache content
near the user, improves client-side performance for public content.

o Compressing content, as explained earlier in this document, provides a significant
improvement in terms of network bandwidth usage and end user overall response time.

e Caching content with a reverse caching proxy the HTTP Server near the IBM® Connections
server, reduces the workload on the application server and significantly improves throughput.

e With the recommended heap sizes provided in the following section, none of the applications
were memory constrained within the JVM heap in IBM®'s integrated benchmarks.

The following sections discuss tuning the various servers in a typical IBM® Connections Version 5.5
deployment

Tuning the Application Server Environment

Because IBM® Connections is composed of standard Java web applications, typical tuning practices for
WebSphere applications apply. At a minimum, database connection pools, the application server thread
pools, and JVM heap should be sized and monitored.

Tuning via the Integrated Solutions Console

To get to the WebSphere Application Server (WAS) Integrated Solutions Console, start WebSphere and
then log in to the WebSphere Integrated Solutions Console via http://<yourserver>:9060/ibm/console
with the administrator user ID created during the WAS installation.
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The port number, 9060, is the default port number in IBM®'s lab deployments, but other deployments
may use different ports. To find out the ports in use for your installation, look for ‘adminhost’ in the
following path:

<was_profile root>/config/cells/<cell name>/nodes/<node name>/serverindex.xml.

For more details on configuring a WebSphere Application Server, see the Tuning section of the
information center located at: http://www.ibm.com/software/webservers/appserv/was/library/

Tuning the JVM

Reference material: IBM® WebSphere Application Server Information Center “Network Deployment
> Tuning performance > Tuning the full profile > Tuning the application serving environment > Tuning
the JVM” in:
http://www.01.ibm.com/support/knowledgecenter/SSAWS57_8.5.5/com.ibm.websphere.nd.multiplatform
.doc/ae/container_tune jvm.html

Heap size

When setting the heap size for an application server, keep the following in mind:

Size the physical memory of server to fit all the processes into memory, plus enough for the operating
system. When more memory is allocated than the available physical memory on the system, paging
occurs and can result in very poor performance.

The total JVM process size is made up by the Java heap, which you set, and the Java native heap, which
grows to its working size after the system has “warmed-up” to its nominal load. For more information,
see the developerWorks web site at: http://www.ibm.com/developerworks/linux/library/j-nativememory-
linux/index.html

We set the minimum and maximum heap sizes to the same values since we are using the generational,
concurrent (or ‘gencon’) garbage collection, which helps avoid heap fragmentation. Generational
concurrent garbage collection has given the best throughput and response time results in IBM®'s
measurements. This is the default setting when installing IBM® Connections.

Note that running clustered WebSphere nodes may require larger heap sizes compared to stand-alone,
non-clustered systems if session replication is being used. This is especially true if using memory-to-
memory session replication since session information is also stored in the JVM. After doing any heap
size tuning, do the following:

> Monitor the system to make sure that paging is not occurring.

> Monitor the verbose garbage collection output to determine if the selected size is appropriate.

Ideally, the system should spend no more than 3~5% of its time in garbage collection.

By default, when installing IBM® Connections Version 5.5, the IBM® Installation Manager sets the
initial heap size to 512MB and the maximum heap size to 2560MB for all deployment options: Small or
Medium and Large

Key Point: These values must be reviewed for production systems based on sizing guidelines and then
fine-tuned based on usage statistics. Based on IBM®'s latest integrated (i.e. a mix of all components)
and single workload tests, we have revised IBM®'s recommendation for initial Java heap tuning.
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We have now grouped the min/max Java Heap size recommendations in three categories:
Small (1.5GB), Medium (2GB), Large (2.5GB).
Small: Bookmarks, Homepage, Common, WidgetContainer, RTE
Medium: Activities, Blogs, Files, Forum, Profiles, Wikis, Mobile
Large: Communities, News, Search, Metrics, CCM,
Special case: PushNotification - see notes below

Note: More content will drive a requirement for a bigger heap in Search therefore we recommend you
monitor the heap usage and adjust accordingly.
On IBM®'s benchmark systems, we saw good performance using the heap sizes given in Table 1.

Table 1: Base IBM® Connections Version 5.5 Maximum Heap Sizes
JVM Minimum and Maximum Heap

Table 1: Base IBM® Connections Version 5.5 Maximum Heap Sizes

JVM Minimum and Maximum Heap

Sizes
Application GB

Activities 2
Blogs 2
Bookmarks 1.5
CcCM 2.5
Common 1.5
Communities 2.5
Files 2
Forums 2
Homepage 1.5
Metrics 2.5
Mobile 2
Moderation 0.5
News 25
Profiles 2
PushNotifications See Note*
RTE 1.5
Search 2.5~4GB**

*Note: Refer to this chapter Tuning the PushNotifications server for FileSync and Notifications Center
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**Search: Depending on your data population you may have to increase the heap size to build a full
index from scratch. We require a Heap of 4GB to build an index of this size:

Size on disk: 33GB

No of files: 406

No of Fields: 526,843

No of Docs: 7,341,075

No of Terms: 61,935,171

How to Set: In the WebSphere Integrated Solutions Console, click:

Servers — Server Types — WebSphere application servers — <application_clusterServer> — Server
Infrastructure: Java and Process Management — Process Definition — Java Virtual Machine

[J Initial heap size

[] Maximum heap size
Regardless of deployment topology, we recommend enabling verbose garbage collection logging and
monitoring heap use for all JVMs. Verbose GC logging has a minimal impact on performance and
provides valuable performance diagnostic information.

Servers — Server Types — WebSphere application servers — <application_clusterServer> — Server
Infrastructure:
Java and Process Management — Process Definition — Java Virtual Machine

e Check the Verbose garbage collection check-box.

Key points: Monitor verbose garbage collection logs and make sure sufficient heap space is available.
When setting the maximum JVM heap size, pay particular attention to ensure sufficient physical
memory exists to support the value

chosen.

Nursery Size

Benchmarks show that the generational garbage collector gives the best performance; therefore, it is
enabled by default since IBM® Connections, version 3.0. The string -Xgcpolicy:gencon is present in the
Generic JVM Arguments field in the WAS Admin Console.

The generational garbage collector splits the heap into two sections: the nursery and the tenured region.
The collector can be fine-tuned by setting the size of space where new objects are allocated, the nursery.
A large nursery is typically good for throughput, while a small nursery is typically good for low pause
times. Moreover, good WebSphere Application Server performance (throughput) usually requires a
reasonably large nursery. A good starting point would be to size the nursery to % of the Max Heap size
e.g. 512 MB for a 2GB heap size. Next, move up or down to determine optimal value, measure
throughput or response times, and analyze GC logs to understand frequency and length of scavenges. In
particular watch the “flipped bytes” count and keep that as low as possible.

The nursery size is set with the JVM argument -Xmn (for example, —Xmn512M)
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Tuning the Datasources

Connection Pool Size

By default, when installing IBM® Connections Version 5.5, the IBM® Installation Manager sets the
minimum connections pool size to 1 and the maximum connections pool size to 25. These are good
values to start with, you should then monitor their usage and adjust to your workload requirements. See
Table 2: Data Sources Tuning used for our tests. Note that each application has its own connection pool.

How to Set: In the WebSphere Integrated Solutions Console, click:
Resources — JDBC Providers — <provider name> — Data Sources — <data source name> —
Connection pool
properties
=  Maximum connections
=  Minimum connections

Prepared Statement Cache Size

All data sources are configured in a similar manner. By default, IBM® Connections components install
with a prepared statement cache value of 100. The default prepared statement cache size is optimum for
DB2. However, deployments with a different RDBMS, such as Oracle®, which use larger prepared
statements, may want to reduce the size of the cache. In the integrated benchmark using Oracle®, the
prepared statement cache size was reduced to 50.

How to Set: In the WebSphere Integrated Solutions Console, click:
Resources — JDBC Providers — <provider name> — Data Sources — <data source name> —
WebSphere Application Server data source properties — Statement cache size.

Be aware that specifying a larger prepared statement cache size can lead to OutOfMemory errors in
situations where your application memory is already being highly used by your workload. The prepared
statement cache size setting is the maximum allowed cache entries per database connection. So
increasing the cache size on a data source that has a large number of connections can quickly increase
the heap usage for these cache objects. Any changes should be considered for each individual data
source independently instead of across all data sources globally. Before increasing a data source's
prepared statement cache size, you should monitor your memory usage under a heavy workload to
determine if there is enough JVM heap available to handle an additional increase.
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Table 2: Data Sources Tuning

DB2 Oracle®
Data Source JDBC Pool Statement JDBC Pool Statement
(min/max) Cache Size (min/max) Cache Size
activities 1/50 100 100/100 50
blogs 1/250 100 50/100 50
dogear (Bookmarks) 1/150 100 50/100 50
CCM FNOSDS 75/200 100 75/200 50
CCM FNOSDSXA 25/75 100 25/75 50
CCM FNGCDDS default default default default
CCM FNGCDDSXA default default default default
communifies 10/200 100 50/100 50
files 10/100 100 50/100 50
forums 50/100 100 50/100 50
homepage 20/100 100 50/100 50
metrics 1/75 100 50/100 50
mobile 1/100 100 50/100 50
news 50/75 100 50/100 50
oauth provider 1/50 100 01/50 50
profiles 1/100 100 50/100 50
pushnotification 25/75 100 25/75 50

It is always recommended to periodically evaluate connection pool sizes and requirements in the actual
environment using the IBM® Tivoli® Performance Monitor, integral to WebSphere 8, or other tools.
Key points: Increase the JDBC connection pool sizes from the default values and monitor their usage.
The prepared statement cache values should not need to be changed if using DB2 as the back-end
RDBMS

Web Container Thread Pools

By default, when installing IBM® Connections Version 5.5, the IBM® Installation Manager sets the
minimum Web Container Thread Pool size to 50 and the maximum to 75. These are good values to start
with then you should monitor their usage and adjust to your workload requirements. For a high-volume
site, we recommend increasing the WebContainer thread pool to 100 in all application servers to allow
more simultaneous requests.

How to Set: In the WebSphere Integrated Solutions Console, click:
Servers — Server Types — WebSphere application servers — <ActivitiesCluster_serverl> —
Additional Properties: Thread Pools— Web Container — Thread Pool

*  Minimum size threads

= Maximum size threads
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Key point: Users should periodically monitor the actual number of threads being used in the pool by
enabling the appropriate performance counters in the IBM® Tivoli Performance Monitor.

Service Integration Bus Message Stores
For high-volume sites, we recommend to tune the Service Integration Bus (SIB) Message File Store. For
example, for the Activities application, the following tuning worked well in IBM®'s workloads:

Message Store - High loads on the Activities application generate a high messages traffic, which needs
a larger message store for the Activities Messaging Engine (ME).
We noticed good performance using the following values:

- Log size = 500 MB

- Minimum permanent store size = 500 MB

- Maximum permanent store size = 3000 MB

- Minimum temporary store size = 500 MB

- Maximum temporary store size = 1000 MB

Other ME candidates for the same tuning based on traffic: News, Communities, Files

How to Set: In the WebSphere Integrated Solutions Console, click:

Service integration -> Buses > ConnectionsBus > Messaging engines > ActivitiesCluster.000-
ConnectionsBus > Message Store

Message Thresholds - From IBM®'s performance measurements, we observed a significant message
traffic, which required us to increase the size of the News Connections bus.

You should monitor the typical queue sizes and growth patterns and tune accordingly.
We saw good performance using the following values:

- Default messaging engine high message threshold = 300,000
- High message threshold per message point = 300,000

How to Set: In the WebSphere Integrated Solutions Console, click:

Service integration -> Buses -> ConnectionsBus

Default messaging engine high message threshold = 300,000

Service integration -> Buses -> ConnectionsBus -> Messaging engines-> < News cluster ME>,
High message threshold per message point = 300,000

Service integration -> Buses -> ConnectionsBus -> Messaging engines-> < News cluster ME> ->
Publication points -> connections.events@NewsCluster.000-ConnectionsBus

High message threshold = 300,000

Tuning the Web Server

All performance benchmark measurements were conducted with the IBM® HTTP Server co-located on
the node running the WebSphere Application Server. IBM® HTTP Server fast file downloading option
was configured for: Activities, CCM, Files, Mobile and Wikis. This permits the IHS server to download
binary content directly, instead of passing the download requests to the application server, as we found
this increased server capacity.

The IBM® HTTP Server provided with IBM® WebSphere Application Server ND requires very little
tuning, as most of the default settings are set for excellent performance. The following performance
changes were made, in addition to configuring the HTTP Server for SSL:

IJFMR220662041 Volume 4, Issue 6, November-December 2022 8



https://www.ijfmr.com/
mailto:editor@ijfmr.com

N\ International Journal for Multidisciplinary Research (IJFMR)

IJFMR E-ISSN: 2582-2160 e Website: www.ijfmr.com e Email: editor@ijfmr.com

Process & Thread Settings

Table 3: IBM® HTTP Server Tuning Directives

Parameter Windows Linux

KeepAliveTimeout 5 5

This value is less than the think time defined in IBM®'s scripts to ensure that testing is conservative. Each user is
assumed to open a new TCP connection for each page view. However, in a live environment, it can be helpful to
increase the KeepAliveTimeout. A higher timeout value can increase contention for HTTP server processes. If you are
running out of HTTP processes, decrease this value.

ThreadLimit 1500 (Same as TreadsPerChild) 25
ThreadsPerChild 1500 25

The higher number of threads per child on Windows is due to a different process model for THS on Windows.
MaxRequestsPerChild 0 0
MaxKeepAliveRequests 0 0

Selecting 0 lets an unlimited number of HTTP requests calls to a single TCP connection.
This allows maximum reuse of connections between a proxy and the HTTP server.

StartServers N/A 2

Access logging On On

Access logging was enabled. This setting has little impact on performance and most users choose to enable some
logging policy on their HTTP server(s).

ServerLimit N/A 80
This value should be set to MaxClients + ThreadsPerChild.

MinSpareThreads N/A 25
MaxSpareThreads N/A 2000

For Linux, AIX and z/OS, these values assume that IHS is using the default Worker Multi-Processing
Module. This module creates multiple processes (servers) to handle requests. Each server, in turn, can
create multiple threads. HTTP requests are handled by a thread. So, the number of threads determines
how many concurrent connections the server can service. In the settings in Table 3, notice that the
ThreadLimit setting multiplied by the ServerLimit is equal to the MaxClient value. If MaxClients is set
lower, each server will not be able to start as many threads as are set in ThreadLimit.

To increase MaxClients, either the ServerLimit, ThreadLimit, or both must also be increased. Note that
UNIX-based HTTP servers cache information in each process. So, when increasing settings, raise the
number of threads first before raising the number of processes. This reduces the overall memory needed
by the HTTP server.

The values used in the performance benchmarks are set to ensure there are sufficient resources to handle
hundreds of hits per second from thousands of users. For smaller environments, lower values that use
less server resources can be used. For example, to serve several hundred hits per second, ServerLimit
could be set to 5, ThreadLimit could be set to 160 and MaxClients could be set to 800.

IBM HTTP Server on Windows has a Parent process and a single multi-threaded Child process.

On 64-bit Windows OS'es, each instance of IHS is limited to approximately 2000 ThreadsPerChild.
http://publib.boulder.ibm.com/httpserv/ihsdiag/ihs performance.html#tpc_win

With P104922, it's possible to use nearly twice as much memory (nearly twice as many threads). See
P104922 http://www-01.ibm.com/support/docview.wss?uid=swg1P104922
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These numbers are not exact and depend on many factors. The upper limits become even more
restrictive when loading other modules such as mod mem_cache etc. No specific limits can be
provided, but it is suggested that anything approaching the limits indicated above on a Windows
operating system could be at risk.

Currently, there is no 64-bit version of IHS on Windows. So, if more threads are needed, a separate non-
Windows server will be needed for IHS.

To effectively tune FileNet, you should always establish performance baselines and use monitoring
tools (like the FileNet P8 System Dashboard, application server tools, and database monitoring) to
identify the specific bottlenecks in your environment. Tuning is an iterative process that must be tailored
to your unique workload and system architecture.
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