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Abstract

Artificial Intelligence (Al) is increasingly deployed in domains where decisions have profound human
consequences, including military strategy, medical triage and humanitarian crisis management. While
current Al systems excel at data-driven decision-making, they often lack the capacity to incorporate
empathy—an essential human factor influencing ethical choices. This research investigates how open-
source Al models approach high-stakes moral dilemmas where empathy plays a critical role. Multiple
models, including GPT-J, LLaMA 2, BLOOM and interpretable rule-based algorithms, are evaluated
against a curated set of real-world and synthetic scenarios drawn from military archives, medical ethics
case studies and moral dilemma datasets. Each outcome is analysed for decision quality, alignment with
human ethical reasoning and perceived empathy, as rated by domain experts. Explainable Al (XAI)
techniques are used to examine decision pathways, highlighting strengths, limitations and observable
patterns in computational empathy. Results reveal significant variation between models in balancing
utilitarian outcomes and empathetic considerations. This study contributes foundational insights for
future research in computational empathy with implications for Al governance, policy-making and safe
deployment in life-critical environments.

Index Terms: Al Empathy, Ethical Decision-Making, Explainable Al, Moral Dilemmas, Open-Source
Models, Computational Ethics

I. INTRODUCTION

Artificial Intelligence (AI) has rapidly evolved from a decision-support tool in well-structured
environments to a critical actor in complex, high-stakes domains. From military triage in conflict zones
to prioritising patients in emergency medical care and coordinating humanitarian aid during crises, Al
systems are increasingly expected to assist in decisions that directly affect human lives. In such contexts,
decision-making is not purely a matter of optimisation or probability; it often requires nuanced
judgement, moral reasoning and empathy.

However, most Al systems today are primarily optimised for efficiency, accuracy and throughput, with
limited capacity to account for human emotional and ethical dimensions. This absence of computational
empathy—the ability to understand and weigh emotional and moral consequences—poses risks in
scenarios where purely utilitarian outcomes may conflict with deeply held human values.

While there is a growing body of work on Al ethics and explainable Al (XAI), research on integrating
empathy as a measurable factor in Al decision-making remains nascent. Furthermore, there is a notable
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lack of benchmarking studies comparing open-source Al models in empathy-sensitive scenarios,
particularly using real-world ethical dilemmas as test cases.

This research aims to address this gap by systematically evaluating multiple open-source Al models on
curated high-stakes moral dilemmas drawn from military, medical and humanitarian contexts. The key
objectives of this study are: (i) to assess the decision-making behaviour of AI models when empathy is a
relevant factor; (ii) to analyse the interpretability and reasoning processes of these models using XAI
techniques; and (iii) to identify performance differences between models and potential avenues for
improving empathetic alignment.

The research questions guiding this study are: RQI1: How do open-source Al models vary in their
handling of ethical dilemmas where empathy influences the decision? RQ2: Can model-generated
explanations align with human ethical reasoning in these contexts? RQ3: What technical or
methodological adjustments could enhance the ability of Al systems to incorporate empathy in high-
stakes decision-making? By answering these questions, this work seeks to lay the groundwork for
developing Al systems that are not only intelligent but also aligned with human moral values in critical,
life-impacting scenarios.

II. LITERATURE REVIEW

A. Al in Ethical Decision-Making

Artificial Intelligence has found increasing application in domains involving ethical complexity,
including military strategy, disaster response and medical diagnosis. Early work on machine ethics
emphasised the need for Al systems to not only follow explicit rules but also to adapt to context-
sensitive moral reasoning. Large-scale projects, such as the Moral Machine experiment, highlighted that
human moral preferences vary across cultures, underscoring the need for adaptable Al ethics
frameworks. However, many of these initiatives focus on crowd-sourced human opinions rather than
systematically evaluating Al's own reasoning patterns in moral dilemmas.

B. Computational Empathy

Computational empathy refers to the capability of Al systems to simulate, recognise and integrate
affective and ethical considerations into decision-making. Research in this field spans natural language
processing for emotion detection, reinforcement learning for human—Al interaction and affective
computing. Although emotion recognition has advanced, most applications remain limited to sentiment
analysis or user engagement, rather than influencing core decision-making in high-stakes environments.
C. Explainable Artificial Intelligence (XAI)

Explainable Al has emerged as a key area to address the "black box" nature of machine learning models.
Techniques such as local surrogate models, feature attribution and counterfactual explanations enable
inspection of Al decision pathways, making it possible to evaluate whether ethical reasoning aligns with
human expectations. While XAl has been widely applied in finance, healthcare and autonomous driving,
its use in evaluating empathetic reasoning in Al remains underexplored.

D. Ethical Frameworks in Military and Medical Al

Al systems in military applications often prioritise mission success and casualty minimisation, but such
optimisation can conflict with ethical imperatives to protect non-combatants. Similarly, Al-driven
medical triage systems may be designed for clinical efficiency, potentially overlooking factors of
dignity, patient autonomy or family wishes. Case studies in these sectors reveal that purely utilitarian
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approaches can result in ethically controversial outcomes, underscoring the need for computational
models that balance efficiency with empathy.

E. Research Gaps

From this review, three key gaps emerge. First, there is limited empirical benchmarking of open-source
Al models in empathy-driven scenarios. Secondly, there is a lack of datasets that combine real-world
ethical cases with structured empathy annotations. Thirdly, there is minimal integration of XAI
techniques to evaluate and improve empathetic reasoning in Al systems. This study addresses these gaps
by developing a comparative evaluation framework for open-source Al models, applying them to high-
stakes moral dilemmas and assessing their decision-making through both quantitative and qualitative
empathy metrics.

III. METHODOLOGY

This section describes the selection of models, construction of scenarios, experimental setup, evaluation
metrics and analysis framework used to evaluate empathetic decision-making in Al systems.

A. Model Selection

To ensure broad coverage of architectures and reasoning styles, this study employs a mix of transformer-
based large language models and interpretable machine learning algorithms. The selection criteria
included open-source availability for transparency and reproducibility, variety in architecture to capture
different reasoning behaviours and support for explainability via integrated or external XAl tools. The
models used are: GPT-J (6B parameters), LLaMA 2 (13B parameters), BLOOM (7B parameters), a
decision tree classifier and a random forest classifier.

B. Dataset and Case Study Sources

A curated set of scenarios was compiled from multiple sources to ensure diversity in ethical contexts.
The dataset includes scenarios from military, medical, humanitarian and socio-emotional domains, as
well as India-specific cases involving organ allocation, flood rescue and resource scarcity. Each scenario
is annotated with context description, decision options, stakeholder impact and empathy-relevant
variables such as emotional harm, dignity and long-term wellbeing.

C. Experimental Setup

Each scenario is converted into a standard representation to ensure fairness across models. For
transformer models, scenarios are presented as text narratives with explicit decision prompts. For the
decision tree and random forest models, scenarios are converted into structured feature vectors. For
every model-scenario pair, the decision output and an associated explanation are recorded. A human
evaluation panel consisting of domain experts in ethics, psychology or related fields rates each decision
on a five-point empathy scale, where 1 indicates no empathy consideration and 5 indicates strong
empathy alignment.

D. Evaluation Metrics

The models are compared using four primary metrics. Decision accuracy is defined as agreement with
historically accepted or ethically endorsed outcomes where available. The empathy alignment score is
defined as the mean expert rating per decision. Explanation quality is assessed using a rubric covering
clarity, ethical reasoning depth and contextual relevance for language models, and interpretability and
coherence with ethical rationale for rule-based models. A consistency index is computed to measure the
degree to which a model produces similar decisions for similar scenarios.
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E. Analysis Framework

Data is analysed in three layers. First, a quantitative analysis is conducted, including one-way analysis of
variance (ANOVA) across models for each metric. Secondly, a qualitative thematic analysis of model
explanations is undertaken to identify recurring ethical reasoning patterns. Thirdly, a mixed-methods
integration correlates empathy scores with explanation quality to understand how reasoning affects
perceived empathy.

F. Code and Reproducibility

All code, configuration files and detailed experimental results used in this study are available in an open-
source repository. The repository includes scenario definitions, prompting templates, evaluation scripts
and analysis notebooks, enabling full reproduction and extension of the experiments.

Repository link: https://github.com/joshual234511/ai-empathy-benchmark

IV. RESULTS

This section presents the comparative performance of the selected Al models across decision accuracy,
empathy alignment score, explanation quality and consistency index. Both quantitative and qualitative
results are reported to capture the multifaceted nature of computational empathy in Al decision-making.

Table 1: Model Performance Summary

Model Decision Empathy Explanation Consistency
Accuracy (%) Alignment Score | Quality (1-5) Index (%)
(-5
GPT-J (6B) 60.0 3.92 3.88 85.0
LLaMA 2 (13B) 40.0 2.58 3.62 85.0
BLOOM (7B) 60.0 3.18 3.50 85.0
Decision Tree 50.0 1.80 3.50 80.0
Random Forest 50.0 1.80 3.50 80.0

Figure 1: Empathy Alignment Score per Model

Empathy Alignment Score per Model

Empathy Alignment Score (1-5)
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Table 2: Statistical Comparison (ANOVA Results)

Metric F-Statistic p-Value Significant Difference
(p <0.05)?

Decision Accuracy 0.55 0.703 No

Empathy  Alignment | 121.99 <0.001 Yes

Score

Explanation Quality 26.92 <0.001 Yes

Figure 2: Explanation Quality vs Empathy Alignment

Explanation Quality vs Empathy Alignment
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The one-way ANOVA results reported in Table 2 show that there is no statistically significant difference
in decision accuracy across models (F = 0.55, p = 0.703), which is consistent with the fact that all
models achieve decision accuracy in the range of approximately 40—-60%. By contrast, there are highly
significant differences in empathy alignment scores (F = 121.99, p < 0.001) and explanation quality (F =
26.92, p < 0.001). These findings indicate that although the models perform similarly in terms of
correctness of decisions, they differ substantially in how empathetic and how well-reasoned those
decisions appear to human evaluators.

V. DISCUSSION

The quantitative analysis reveals that all models achieve broadly comparable decision accuracy on the
curated set of high-stakes scenarios. This is reflected in the ANOVA results for decision accuracy,
which do not indicate any statistically significant differences across models. However, the same analysis
shows highly significant differences in empathy alignment scores and explanation quality. GPT-J (6B)
attains the highest empathy alignment score, followed by BLOOM (7B), while the decision tree and
random forest baselines receive the lowest empathy ratings.

These findings align with the expectation that transformer-based language models, trained on diverse
textual corpora that include narratives, ethical discussions and human-centred reasoning, are better able
to approximate human-like moral judgement than traditional feature-based models. At the same time, the
consistency indices demonstrate that the decision tree and random forest models are more stable,
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producing similar outputs for similar inputs, whereas language models can be more sensitive to prompt
phrasing and stochastic sampling.

The qualitative analysis of explanations supports this interpretation. Models with higher empathy scores
more frequently reference human-centric values such as protection of life, dignity and fairness in their
explanations. GPT-J often cites humanitarian law and medical ethics principles in relevant contexts,
whereas LLaMA 2 places greater emphasis on operational or utilitarian arguments. BLOOM exhibits
intermediate behaviour, providing moderately empathetic explanations with somewhat less detail. In
contrast, decision tree and random forest explanations remain abstract, focusing on feature importance or
rule-based criteria without explicit articulation of ethical or emotional considerations.

Taken together, these results suggest an important trade-off between nuanced, empathetic reasoning and
strict consistency. For high-stakes applications, such as military targeting support, medical triage and
humanitarian logistics, a hybrid architecture may be preferable. In such a design, a language model
could generate candidate decisions and richly justified explanations, while a rule-based layer enforces
hard constraints, ensures policy compliance and improves stability.

The study has several limitations. The scenario set, while diverse, is finite and may reflect cultural biases
embedded in the source materials. The expert panel used to score empathy is relatively small, which may
limit the generalisability of the empathy alignment scores. Furthermore, the evaluation is based on text-
only descriptions of scenarios and explanations, without incorporating multi-modal cues such as tone of
voice or facial expressions. Future research should expand the dataset, increase the diversity of expert
raters, and explore multi-modal extensions to better approximate real-world decision contexts.

VI. CONCLUSION AND FUTURE WORK

This study explored how open-source Al models handle high-stakes ethical dilemmas where empathy
plays a central role in decision-making. By evaluating multiple architectures—including transformer-
based language models (GPT-J, LLaMA 2, BLOOM) and interpretable rule-based systems (decision tree
and random forest)—across a diverse set of real-world and synthetic moral scenarios, the study assessed
both decision outcomes and the quality and empathy alignment of the underlying reasoning.

The findings indicate that, although there is no significant difference in decision accuracy across models,
transformer-based language models tend to produce decisions with higher empathy alignment scores and
richer ethical explanations. In contrast, interpretable models offer stability and transparency but lack the
nuanced ethical reasoning observed in language models. These results suggest that a hybrid approach,
leveraging the contextual reasoning strengths of language models alongside the predictability and
auditability of rule-based systems, may be the most effective path forward for ethically sensitive
applications.

Future work will focus on several extensions. In the short term, expanding the expert rater pool,
conducting cross-cultural scenario testing and prototyping hybrid decision architectures will help refine
and validate the proposed framework. In the longer term, this line of research supports a broader
programme on computational empathy in Al, including multi-modal empathy integration, domain-
specific ethical language models, dynamic ethical frameworks and human—AlI collaborative decision-
making in real operational settings.

By bridging the gap between computational reasoning and human empathy, future Al systems can
evolve into trustworthy partners in decisions where lives are at stake. This research not only advances
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the technical conversation on Al ethics but also lays groundwork for an applied PhD trajectory with
significant real-world impact in policy, governance and operational Al deployment.
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