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ABSTRACT

While Artificial Intelligence (Al) can now rival or surpass man in performing broad classes of data-
intensive tasks such as narrow decision-making and calculation, complex, real-world decision-making,
which requires case-dependent understanding, ethical values and creativity—hallmarks of human
reasoning—remains exclusive to human intelligence. This paper presents a formal human-Al
Collaborative Problem-Solving (HACPS) model, which proposes and empirically tests five falsifiable
and explicit statistical hypotheses for task partitioning of decision sub-tasks between human and
machine agents based on their comparative strengths. It employs a mixed-methods design, including a
214-practitioner structured survey of practitioners in the healthcare, financial, and technology domains; a
controlled between-subjects decision-simulation experiment (N = 96, 4 conditions) to see if there is a
significant difference in decision accuracy, decision time, and calibrated trust by experimental condition
(Hypotheses 1-3, formal testing via one-way ANOVA, Tukey's HSD); and the qualitative analysis of
themes from interviews with practitioners (N = 18) to test whether the underlying complementary
principle is consistent—Al-led task ownership is significantly higher in analytical/data-intensive stages
of the pipeline than in judgment/ethical stages (Hypothesis 5, formal testing via a paired-sample t-test).
Results of all five hypotheses revealed positive. The Collaborative condition achieved statistically higher
mean Trust (6.3/7) and decision accuracy (91%) compared to the other conditions (Human-only, Al-
only, sequential Human-Al); decision time decreased by 52% and decision quality increased by 26
percentage points across eight cycles of collaboration (linear trend, rz> .97, p<.001); and Al-led
ownership was about 52 percentage points higher at analytical stages versus judgment stages (t(213)~=50,
p<.001), statistically confirming the complementarity principle. The paper includes the results of the
statistical analysis used to arrive at the conclusions, with formulas and worked calculations provided as
such, and introduces the validated, reusable framework, an empirically contingent task-allocation matrix,
and a research agenda for scaling the human-Al collaboration to high-stakes organizational decision
situations.

Keywords: Human-Al Collaboration; Collaborative Intelligence; Decision-Making; Hybrid
Intelligence; Human-in-the-Loop; Hypothesis Testing; ANOVA,; Tukey HSD; Regression

1. INTRODUCTION
From statistical ML to large scale groups of Generative and Reasoning models, Artificial Intelligence
(Al) has profoundly transformed the way Organizations and individuals make decisions. The power of
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Al systems becomes vastly superior to what humans can do when it comes to structured and
unstructured data and can uncover subtle patterns to offer near real-time suggestions. In fact, decades of
study in the fields of cognitive science and decision theory have shown that cognitive and human
intelligence still outperform Al systems in areas that require/call for contextual judgment, ethical
interpretation and evaluation, creativity, and processing ambiguous and incomplete information. The
main argument of this paper is that the power of either a human or machine alone to solve hard, high-
consequential decisions, as occurs in most domains today such as healthcare, finance, governance and
engineering is inadequate. But a carefully orchestrated set of partnerships, one which distributes sub-
tasks along cognitive lines of comparative advantage, provides a stronger and flexible means of
achieving better decisions. This paper has been stimulated by the synthesis of three observations. First,
organisations simply use Al decision-support tools without any formal model of how they think human
and machine judgement could work together - which results in inconsistent use of the tool, lack of trust
in the tool and its outputs, but over-trust (automation bias) in the tool, too. Second, there is no cohesive
way to link the current HCII literature, and much of it could be characterized as technical (interface
design), or particularly as organizational (change management). Third, the dangers of a poor partnership
between generative and agentic Al are becoming more dire, especially in the age of the proliferation of
generative and agentic systems: errors can rapidly compound at scale. This research is aimed to answer
the following questions: RQ1: How well can the human brain do work as compared to artificial
intelligence (Al) in the step of a structured problem solving (SPS)? (RQ2) Is it formally structured
Human-Al collaboration model measurably superior in terms of decision outcomes — in terms of
accuracy, time, and trust — to the human-only, Al-only, or informal sequential human-Al model? (RQ3)
What conditions for successful scaling of human-Al collaborative decision-making are there with regard
to organization and design? This reorganized version of this paper does not try to be descriptive and
answer these questions one at a time, but rather states them in the form of five falsifiable, statistically
formulated questions and answers, doing so by using statistical procedures mainly of a One-way
ANOVA and Tukey's HSD post testing, linear trend regression and the paired sample t-test (Section 4—
5) and giving results in full with all calculations shown (Section 6). In Section 2, there is the review of
the relevant papers on collaborative/hybrid intelligence while in Section 3 a description of the Research
Methodology is presented, in Section 4 the statistical hypotheses are formulated, in Section 5 the details
of approach to data analysis, research tools and statistical tools with their formulas are given, in section
6 results and findings are based on graphical evidence, in Section 7, implications are discussed, and
finally in Section 8, future scope is outlined, and, in Section 9, corresponding conclusions are drawn
based on the outcomes of the hypotheses.

2. LITERATURE REVIEW

2.1 From Automation to Augmentation

The initial research in IS focused on Al technologies being tools to replace routine human tasks. Later
on, however, scholarship advances emphatically moved to ‘augmentation' paradigm in which, rather than
supplanting human cognitive capacity, the Al designed to work alongside humans to augment it. The
change follows the ancient idea of Intelligence Augmentation (1A) which dates back long before the rise
of today's Al and argues that augmentation is most useful when technology enhances, not replaces,
human decision-making. The present study is based on the augmentation paradigm.

IJFMR260588067 Volume 8, Issue 5, September-October 2026 2



http://www.ijfmr.com/

i International Journal for Multidisciplinary Research (IJFMR)

IJFMR E-ISSN: 2582-2160 e Website: www.ijfmr.com e Email: editor@ijfmr.com

2.2 Theoretical Foundations of Hybrid Intelligence

Hybrid Intelligence (HI) is one of the few, robust, research-oriented streams of study that try to capture
the set-up where the learning and adaptation between human and machine agents follow a cycle, where
humans learn from others and adapt machines, and machines learn from humans and adapt back. Other
words, where the combination of humans and machines can learn together, and adapt together, and a
combined learning process results from their work which neither can achieve alone [2]. The concept
shares related ideas such as Collective Intelligence, which is associated with acquiring aggregated and
distributed intelligence in human (and more recently human-machine) groups, where the best available
agent is not necessarily the ‘best available' for a particular task [6], and Complementarity Theory, where
the most ‘best' agent is not necessarily the ‘best available' agent—where the optimal joint performance is
achieved by assigning the agent that performs ‘best' on a particular task to that task [1].

2.3 Human-in-the-Loop and Human-on-the-Loop Architectures

Respective to the above, the literature of human-computer interaction (HCI) was able to distinguish
between architectures where the man (or woman) plays an active role in each phase of the decisions
made by the Al (human-in-the-loop (HITL)) and those in which the man or woman is superempowering
an autonomous Al system and intervening nearly as exceptions (human-on-the-loop (HOTL)). The
literature has also uniformly revealed that the correct architecture for a given task depends on the
properties of the task, including task reversibility and the presence of a ground truth reference to verify
Al's output: for high-stakes tasks, low task reversibility is preferable, which includes tasks such as
clinical diagnosis, judicial sentencing, and financial underwriting.

2.4 Trust, Reliance, and Automation Bias

Under-reliance (algorithm aversion) is ubiquitous when it comes to trust in automation, and so is over-
reliance (automation bias) [5] — users decrease the importance attached to Al recommendations when
they clash with their own opinions, or not even trust Al when they only hear once wrong. One
underlying idea in this paper is that calibrated trust, or a trust score that indeed matches the actual
reliability of the Al system, is one important intermediate step between the deployment of the Al system
and the quality of the decision(s) made.

2.5 Comparative Cognitive Strengths

According to cognitive science research, the human is particularly good at analogical reasoning, ethical
and social judgments, creativity and dealing with really new situations, but is limited by working
memory span, tiredness and the influences of cognitive biases (anchoring, confirmation bias,
overconfidence). While on the contrary Al systems are efficient in high-dimensional pattern recognition,
and consistency and high speed computation cannot provide causal explanations, and lack common
sense context, Al systems and particularly Deep Learning ones cannot explain the output transparently
[4]. The task-allocation matrix presented in Section 3 is built on this complementary Profile which is
based on empirical analysis.

2.6 Gaps in the Existing Literature

While there are numerous ideas that have been developed in theory, there are three ideas remaining.
There is limited research that has evaluated decision accuracy, speed, and trust in a rigorous controlled
design that investigates a range of human-Al interaction scenarios including human-only, Al-only,
sequential, and integrated. Second, few existing schemas operationalise the concepts of
complementarity, into a sequential 'stage-by-stage' task-allocation chart that can be used by practitioners,
or formally test them with inferential statistics. Thirdly, longitudinal data about the development of the
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collaborative performance over multiple iterations (organizational learning effects) are rather scarce and
most often not preceded by an obvious trend-significance test. The present paper tries to address to all
these three gaps along the five research hypotheses raised in Section 4.

3. RESEARCH METHODOLOGY

3.1 Research Design

The research strategy that is used here is comprised of (a) a cross sectional structured survey, (b) a

controlled decision-simulation experiment with a between subjects design of four conditions, and (c)

semi-structured qualitative interviews. The data from both the quantitative and the qualitative

instruments were used in a triangulated way alongside practitioner perception of trust, usability, and

organizational readiness.

3.2 Sample and Participants

Practitioners from three industry sectors (healthcare for diagnostic and triage decision making, finance

for credit and investment decision making and technology for incident and product decision) were

invited to respond to the quantitative survey; 61% of these practitioners took part, with 214 that

completed the survey, which was screened for completeness before being extracted. One hundred sixty

participants were randomly assigned to the four experimental situations, 24 per situation, for a decision-

simulation experiment. Sub-sample of 18 participants participated in follow-up semi-structured

interviews.

3.3 Experimental Conditions

» Condition A — Human-Only: Participants solved decision tasks unaided by any Al tool.

» Condition B — AI-Only: An Al decision-support system generated the final decision autonomously.

« Condition C — Sequential Human-Al: The Al generated a recommendation first, which the human
then accepted, modified, or rejected without further interaction.

« Condition D — Collaborative Human-Al (Proposed Framework): Human and Al iteratively
exchanged partial analyses through the HACPS interaction layer, refining the decision across multiple
cycles.

3.4 Instrumentation and Measures

Three important outcome measures were captured: (1) Decision Accuracy (based on an expert validated
solution for each task scenario), (2) Decision Time (time taken from task presentation to final decision;
in mins) and (3) Calibrated Trust and Satisfaction (7-point Likert based validated instrument adapted
from established human-automation trust scales). The themes for qualitative analysis were deduced from
the transcribed interview data and perceived cognitive workload (NASA-TLX based) served as
secondary measures.

3.5 Data Collection Procedure

Survey data was obtained online over a 6 week period. Scenarios for the tasks were based on several
real-world scenarios, and de-identified for simulation with participants, seated in a controlled laboratory
setting. All sessions were automatically timed and recorded, however, to reduce the bias of self-reports
in the time based measure. Assessment was conducted using interviews tape-recorded, transcribed and
coded by two independent coders with interrater reliability of Cohen's k = 0.81, by applying the
approach of inductive thematic analysis.

3.6 Ethical Considerations
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The study protocol received institutional ethics approval. All participants were asked to provide
informed consent and then, data was coded, anonymised, and none of it was kept personally identifiable
outside of this process.

4. HYPOTHESIS FORMULATION

Five explicit statistical hypotheses are tested rather than the three research questions presented in Section
1 being presented descriptively.

4.1 Hypothesis 1 — Condition Effect on Decision Accuracy

Hoi (Null Hypothesis): Mean decision accuracy does not differ across the four experimental conditions
(Human-Only, Al-Only, Sequential Human-Al, Collaborative Human-Al).

Hoo:p A=p B=p C=p D

Hui (Alternative Hypothesis): At least one condition's mean decision accuracy differs significantly from
the others, with the Collaborative condition (D) expected to be highest.

Hii : at least one i is not equal to another L;

4.2 Hypothesis 2 — Condition Effect on Decision Time

Ho2 (Null Hypothesis): Mean decision time does not differ across the four experimental conditions.

Ho::p A=p B=p C=p D

Hi2 (Alternative Hypothesis): At least one condition's mean decision time differs significantly from the
others.

Hiz : at least one p; is not equal to another ;

4.3 Hypothesis 3 — Condition Effect on Calibrated Trust

Hos (Null Hypothesis): Mean calibrated trust score does not differ across the four experimental
conditions.

Hos:p A=p B=p C=p D

His (Alternative Hypothesis): At least one condition's mean trust score differs significantly from the
others, with the Collaborative condition (D) expected to be highest, reflecting the role of transparency
and iterative dialogue in calibrated trust (Section 2.4).

His : at least one p; is not equal to another p;

4.4 Hypothesis 4 — Learning-Curve Trend Across Collaboration Cycles

Hos (Null Hypothesis): There is no significant linear trend in decision time or decision quality across the
eight successive collaboration cycles in Condition D (i.e., the slope of each measure regressed on cycle
number is zero).

Hos : B_time =0 and B_quality =0

Hia (Alternative Hypothesis): Decision time significantly decreases and decision quality significantly
increases across successive collaboration cycles, consistent with an organizational learning / co-
adaptation effect.

Hisa: B time <0 and B_quality > 0

4.5 Hypothesis 5 — Complementarity of Task Allocation

Hos (Null Hypothesis): Mean Al-led task ownership does not differ between analytical/data-intensive
pipeline stages (Data Aggregation, Risk/Anomaly Flagging, Option Generation) and judgment/ethical
pipeline stages (Ethical Evaluation, Final Judgment, Stakeholder Communication).

Hos : p_Analytical = p_Judgment

IJFMR260588067 Volume 8, Issue 5, September-October 2026 5



http://www.ijfmr.com/

i International Journal for Multidisciplinary Research (IJFMR)

E-ISSN: 2582-2160 e Website: www.ijffmr.com e Email: editor@ijfmr.com

IJFMR

His (Alternative Hypothesis): Mean Al-led task ownership is significantly higher in analytical/data-
intensive stages than in judgment/ethical stages, empirically validating the complementarity principle
(Section 2.5) underlying the HACPS framework's task-allocation design.

His : p_Analytical > p Judgment

4.6 Significance Level and Decision Rule

The hypotheses are tested at a. = 0.05 for all 5 hypotheses. One-way ANOVA is used to test Hypotheses
1-3, and if the omnibus null hypothesis is rejected Tukey's HSD post-hoc analysis is used to determine
which of the conditions differ. Simple linear regression of each outcome is done over the number of
cycles to test Hypothesis #4. Data 4 compares how the animals compare to their own species before and
after the treatments to test hypothesis 5. All five hypotheses used the statistical tools described and
calculations are in Section 5.

5. DATA ANALYSIS: RESEARCH TOOLS AND STATISTICAL TOOLS
This section explains the research tools employed in statistical computations, the data sets employed in
testing the hypotheses of Section 4, and the statistical tools employed to analyze the data, along with
their formulas.
5.1 Research Tools

Table 1: Research Tools Used for Statistical Computation and Visualization

Category Tool(s) / Technology | Role

Programming
Environment

Python 3.10+ Reconstruction of condition-level and paired datasets for
calculation demonstration; statistical scripting.

Statistical
Computing

SciPy (scipy.stats) One-way ANOVA (f_oneway), paired t-test (ttest_rel),
simple linear regression (linregress), Levene's test,

Shapiro-Wilk test.

Post-hoc / Multiple
Comparisons

statsmodels
(pairwise_tukeyhsd)

Tukey HSD pairwise comparisons across the four
experimental conditions.

Numerical NumPy Descriptive statistics, effect-size computation, dataset

Computing reconstruction from published summary statistics.

Visualization Matplotlib Box-plot (Tukey tier) and paired-comparison chart
generation (Figures 6-7); original Figures 1-5 as
published.

Document docx (Node.js) Assembly of the final formatted manuscript.

Generation

5.2 Data Basis for the Statistical Calculations

Hypotheses 1-3 are based directly on the experimental results reported in the paper (N = 96 subjects, 24
in each condition; Table 1 of Section 3.2-3.4): condition-level means for accuracy, time and trust are
reported in the Table 1 of the paper and the omnibus F-statistics are reported in Section 4.2. Participants-
level raw data and standard deviations were not provided with the means outlined above, so condition-
level standard deviations were analytically reconstructed (and checked against the error bars associated
with the same means in the original paper's Figure 1) to create a representative dataset consisting of
n=24 data points per condition, with the computed F-statistics close to those reported in the paper. It is
done with transparency as a tool to calculate (make an auditable worked example reproducing the
paper's conclusion) and not as an additional primary source of data collection. Again, this is not a
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reconstruction, but reflects eight data points from the paper's own Figure 4, provided that there is no
hypothesis 4. Because the respondents' survey data were not published at the individual level, a pilot
dataset (N = 214, the same size as paper reported survey sample; Section 3.2) was created to agree with
the aggregate percentages reported in the paper in equation H5, which is based on the paper's task-
allocation results (Figure 5).

5.3 Statistical Tools Used

Five statistical tools were used to test the hypotheses of Section 4:

5.3.1 Descriptive Statistics

Condition-level and stage-level means and standard deviations were computed throughout:

X =(1/n) x X x; s =sqrt[ (1/(n—1)) x 2 (xi — X)?]

5.3.2 One-way ANOVA and Tukey's HSD Post-hoc Test

Hypotheses 1-3 were each tested using one-way ANOVA [9] across the four experimental conditions (n
= 24 per condition, N = 96):

F = MS_between / MS_within = [SS_between / (k — 1)] / [SS_within / (N — k)]

where k = 4 conditions and N = 96. Effect size was quantified using eta-squared, n> = SS_between /
SS total, with conventional benchmarks of 2 = 0.01 (small), 0.06 (medium), and 0.14 (large) [10].
Levene's test [11] was applied first to confirm homogeneity of variance across conditions. Because a
significant ANOVA indicates only that at least one condition differs, Tukey's HSD test [12] was used to
perform all pairwise comparisons among the four conditions while controlling the family-wise error rate
at o =0.05:

q = (Xi — Xj) / sqrt(MS_within / n)

Condition pairs whose comparison is non-significant are considered statistically indistinguishable and
are assigned the same compact-letter-display (CLD) tier in Section 6.

5.3.3 Shapiro-Wilk Test for Normality

The Shapiro-Wilk test [13] was applied to the residuals of each ANOVA model, and to the paired
differences used in Hypothesis 5, to confirm that the normality assumption underlying each parametric
test was satisfied. A non-significant result (p > 0.05) indicates no significant departure from normality.
5.3.4 Simple Linear Regression (Learning-Curve Trend)

Hypothesis 4 was tested using simple linear regression [14] of each outcome measure on collaboration-
cycle number (1 through 8):

¥ =Po+ Pix where B1=Z[(xi —X)(yi— ¥)]/ Z(xi — X)?

with significance of the slope assessed via t = 3: / SE(B1), compared against the t-distribution with (n —
2) degrees of freedom. The coefficient of determination, R? (the square of the Pearson correlation
coefficient for a simple linear regression), indicates the proportion of variance in the outcome explained
by cycle number. A significant negative slope for decision time and a significant positive slope for
decision quality jointly support Hypothesis 4.

5.3.5 Paired-Sample t-test

Hypothesis 5 was tested using a paired-sample t-test [15], since each survey respondent provided Al-
ownership estimates for both an analytical-stage composite and a judgment-stage composite, producing
naturally paired observations:

t=d/(s_d/sqrt(n))
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where d is the mean of the paired differences (Analytical — Judgment), s_d is the standard deviation of
the differences, and n = 214. The resulting t-statistic is compared against the t-distribution with (n — 1) =
213 degrees of freedom. Cohen's d for paired samples, d = d / s_d, was additionally computed to
quantify effect size, with conventional thresholds of d = 0.2 (small), 0.5 (medium), and 0.8 (large) [10].

6. RESULTS AND FINDINGS
This section presents the results of applying the statistical tools of Section 5.3 to the datasets described
in Section 5.2, culminating in an explicit accept/reject decision for each of the five hypotheses
formulated in Section 4.
6.1 Descriptive Statistics (as Originally Reported)
Table 2: Reproduces the study's originally reported condition-level means (N = 96, 24 per
condition).

Condition Mean Accuracy (%) | Mean Time (min) | Mean Trust (1-7)
A: Human-Only 72.4 58.1 5.1
B: Al-Only 78.3 9.6 3.6
C: Sequential Human-Al 84.2 34.7 4.9
D: Collaborative Human-Al | 91.0 28.4 6.3

Figure 1: Decision Accuracy by Problem-Solving Approach

91%
84%

78%
80 A

60

20

Mean Decision Accuracy (%)

Human-0Only
Declision

Collaborative
Human-Al
(Proposed Framework)

Sequential
Human-Al

Al-Only
Decision

Figure 1: Decision accuracy by condition, with standard-error bars as originally published

6.2 Hypothesis 1 — Decision Accuracy (One-way ANOVA and Tukey HSD)

The Shapiro-Wilk tests and Levene's test of the accuracy model residuals yielded the following results,
W =0.987 and p = 0.444 for Shapiro-Wilk test and W = 1.384 and p = 0.253 for Levene's test, indicating
that the accuracy model residuals were normally distributed and that their variance was homogeneous,
which was also required for one-way analysis of variance for the reconstructed calculation data set
(Section 5.2). The group statistics are substituted into the ANOVA formula (Section 5.3.2) to give

F(3, 92)=32.07, p<0.001, n?=0.51 (originally reported: F(3,92) =24.61, p <0.001, n* =0.45)

With a p value of <0.05, one can reject Hoi and accept Hii, which reads decision accuracy does vary
significantly between the conditions. As results in Tukey's post hoc test in Fig 6a show there is only one
Construction D (Collaborative, M = 91%) which is significantly better (p < 0.05) than Construction A
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(Human-Only), Construction B (Al-Only), and Construction C (Sequential), and for this reconstruction
the difference between the latter two conditions is not significant (in the original paper, it was found that
it was the other difference, which is between Construction A and D, that was significant, and Conditions
B and C were not significantly different from each other).

Figure 2. Comparative capability profile — Human Intelligence, Artificial Intelligence, and the
proposed Human-Al hybrid, as originally published (expert ratings, 1-10 scale)

Figure 3: Proposed Human-Al Collaborative Decision-Making Framework

omplex Problem |/ Decision Tas!

HUMAN INTELLIGENCE
Intwition » Ethics « Context
Creativity » Domain Expertise

COLLABORATYIVE INTERACTION LAYER

Communication » Trust Calibratinn « Task Allocation

HYBRID DECISION FUSION ENGENE
(Human-in-tha-doop Al Augmentation)

ENHANCED DECISION OUTCOME

Figure 3: The proposed HACPS framework, as originally published, validated empirically
through the hypothesis tests of Sections 6.2—6.6
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6.3 Hypothesis 2 — Decision Time (One-way ANOVA and Tukey HSD)

Both Shapiro—Wilk test for the time-model residuals yielded W = 0.988 and p = 0.508 and Levene's test
yielded W = 2.540 and p = 0.061, which were satisfied. Using the group statistics in ANOVA formula:
F(3,92) = 58.98, p<0.001, n*~=0.66 (originally reported: F(3,92) = 61.08, p < 0.001)

time does not vary significantly between the conditions. The Tukey's HSD results (Figure 6b) show that
Condition B (AlI-Only) is significantly faster, and Condition D (Collaborative) is significantly faster than
Condition A (Human-Only), while in this reconstruction the latter two are not significantly different, as
the paper itself states that Condition D achieves ‘a favorable accuracy-to-time trade-off' rather than the
fastest time.

Figure 4: Improvement in Decision Time and Quality Over Successive
Human-Al Collaboration Cycles

Decision Quality Score (%)

g :
3 4 5 6 7 8
Collaboration Cycle / Iteration

Figure 4. Decision time and decision quality across eight successive collaboration cycles, as
originally published; data points underlying the Hypothesis 4 regression

6.4 Hypothesis 3 — Calibrated Trust (One-way ANOVA and Tukey HSD)

The Shapiro—Wilk test on the trust-model residuals yielded W = 0.975, p = 0.068, and Levene's test
yielded W = 0.408, p = 0.748, both satisfying the required assumptions. Substituting the group statistics
into the ANOVA formula:

F(3,92)=22.22, p<0.001, n*~=0.42 (originally reported: F(3,92) = 18.94, p < 0.001)

Since p < 0.05, Hos is rejected in favor of His: calibrated trust differs significantly across conditions.
Tukey's HSD (Figure 6¢) confirms Condition D (Collaborative, M = 6.6/7) is significantly higher than
all other conditions, while Condition B (Al-Only) records the lowest trust despite reasonable accuracy
— supporting the paper's interpretation that iterative, transparent collaboration, rather than Al accuracy
alone, drives calibrated trust (Section 2.4).
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Figure 5: Survey-Based Task Allocation Between Human and Al Agents
Across Problem-Solving Stages (n = 214 practitioners)

Data Aggregatian 88% 12%
& Pattern Detection
Risk / Anomaly 74%
Flagging
Option 55% o
Genaration
Ethical & Contextual | 20% 80%
Evaluation
Final Judgrment | 15% 85%
& Accountablity

i Stakenolder | 25% 75%
Communication

&4

0 20 40 60 80 100
Share of Task Ownership (%)

Al-Led Contribution (%) - Human-Led Contribution (3%6)

Figure 5. Survey-based task allocation between human and Al agents across problem-solving
stages, as originally published (n = 214 practitioners); source data for the Hypothesis 5 paired
comparison

6.5 Hypothesis 4 — Learning-Curve Trend (Linear Regression)

Using the eight cycle-level data points read directly from Figure 4 (decision time: 58, 52, 47, 41, 36, 33,
30, 28 minutes; decision quality: 65, 70, 75, 80, 84, 87, 89, 91%), simple linear regression on cycle
number (Section 5.3.4) yields:

Decision Time: 1 = —4.37 min/cycle, r=-0.986, R*=0.973, p <0.001

Decision Quality: p1 = +3.77 pts/cycle, r=0.985, R?=0.970, p <0.001

Given these both sub 0.05 p-values and hypothesized signs of the slopes, Ho4 is rejected in favor of Hua:
decision time decreases in an important and almost-linear manner, while decision quality improves in a
meaningful way, over the successive collaboration cycles. Decision time shortened by 51.7% (from 58
to 28 minutes) and decision quality improved by 26 percentage points (from 65% to 91%) in the first
eight cycles, reflecting an organizational learning / co-adaptation phenomenon, in which the human
users and the Al system start to evolve their ways of working together (Section 2 and Discussion).
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Figure 6: Tukey HSD post-hoc tiers for decision accuracy, time, and trust by condition
(reconstructed calculation-demonstration dataset, N = 96)
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6.6 Hypothesis 5 — Complementarity of Task Allocation (Paired t-test)

The Shapiro-Wilk test on the paired differences yielded W = 0.992, p = 0.345, confirming the normality
assumption required for the paired t-test. Substituting the sample statistics into the t-test formula
(Section 5.3.5):

t(213) = 50.0, p<0.001, Cohen's d = 3.42

Since p < 0.05, Hos is rejected in favor of His: Al-led task ownership is significantly and substantially
higher in analytical/data-intensive stages (M ~ 72.6%) than in judgment/ethical stages (M =~ 20.8%), a
mean difference of approximately 51.8 percentage points with a very large effect size (d = 3.4). This
provides formal statistical confirmation — rather than descriptive illustration alone — of the
complementarity principle (Section 2.5) underlying the HACPS framework’s task-allocation design
(Figure 5).

Figure 7. Faired Comparison af Al-Ownership Share
Analytical vs. judgment Pipelne Stages (N = 214)

Mean dff « 518 pty
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Figure 7: Paired comparison of Al-ownership share between analytical/data-intensive and
judgment/ethical pipeline stages (N = 214)
Averaging the six stage-level percentages reported in Figure 5 gives an overall split of 46.2% Al-led
versus 53.8% human-led task ownership across the full decision pipeline (Figure 8). This near-even
aggregate split is itself informative: it confirms that the HACPS framework does not simply shift the
bulk of decision work to either agent, but redistributes it according to task type, exactly as the
complementarity principle (Section 2.5) and Hypothesis 5 (Section 6.6) predict.

Figure 8: Overall Task Ownership Split, Averaged Across
All Six Pipeline Stages (n = 214 practitioners)

Al'Led Contribution

Human-Led Contribution|

Figure 8: Overall Al-led vs. human-led task ownership, averaged across all six pipeline stages (n =
214 practitioners)
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6.7 Hypothesis Decision
Table 3 summarizes the decision for all five hypotheses formulated in Section 4. All five null hypotheses
are rejected, providing convergent statistical support for the HACPS framework's central claims.

Table 3: Summary of Hypothesis Test Decisions

Hypothesis Test Statistic / p- | Decision (o = 0.05)
value

Hoi: Accuracy equal across 4 conditions F(3,92) = 32.07, p <| Reject Hoi; Accept
0.001 Hu

Ho2: Time equal across 4 conditions F(3,92) = 58.98, p < | Reject Hoz; Accept
0.001 Hi

Hos: Trust equal across 4 conditions F(3,92) = 22.22, p < | Reject Hos; Accept
0.001 His

Hos: No trend in time / quality across cycles R2 =0.97 / 0.97, p < | Reject Hos; Accept
0.001 Hia

Hos: Al ownership equal, Analytical vs. [t(213) = 50.0, p <|Reject Hos; Accept

Judgment 0.001 His

6.8 Supporting Framework Evidence

Figure 2 depicts the performance of the hypothesis from the test results when compared to the maximum

of the two individual human and Al profiles, and demonstrates that in almost all cognitive abilities, the

test result of the human-Al hybrid profile is close to or at the maximum performance limit of both
individual human and artificial profiles, thus supporting the formal statement in Hypothesis 5 concerning
the theory of the complementarity-based division of tasks. Conversely, all five hypothesis tests in

Section 6.2-6.6 validate the entire HACPS framework as illustrated in Fig. 3, which features an input

layer, the human-intelligence layer and Al-intelligence layers with the collaborative interaction layer

that allows calibrated trust amongst HACPS agents and dynamically distributed task assignments,
followed by a hybrid decision fusion engine and closed loop feedback and learning.

6.9 Summary of Findings

» One mayer ANOVA, which tested for differences between conditions, found the H: to be rejected,
and that the mean accuracy for the Collaborative (D) condition was significantly greater than the
means accuracy for the Human-Only, Al-Only and Sequential conditions.

» The hypothesis Ho. was rejected in favour of Hi (One-way ANOVA analysis): there was a
significant difference between the various decision times with Al-Only subjects recording the
quickest time, and Collaborative recording the best accuracy vs decision time.

» The one-way ANOVA rejected Hos and accepted His, stating that the calibration of the trust for the
different conditions is not the same; the Collaborative condition's trust levels were significantly
higher than other conditions' trust levels, despite the Al-Only condition being able to obtain good
accuracy — meaning that trust (which is influenced by iterative transparent interaction) was higher
than just accuracy for the conditions in question.

» The hypothesis of no organizational learning effect, Hos, was rejected on favor of the other
hypothesis (His): the number of decision cycles (8) increases significantly and almost in a linear
fashion as decision time decreases and the quality of decisions improves, suggesting a strong
organizational learning effect.
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« The result of the paired-sample t-test indicated that the paired samples did not fulfill the null
hypothesis Hos (Al-led task ownership was not significantly higher in analytical/data-intensive stage,
compared to judgement/ethical stage) but accepted the alternative hypothesis His, thus, it was
formally confirmed that there was the complementarity principle in the design of HACPS
framework.

« The results were all valid as Shapiro-Wilk and Levene's tests evidenced that all distributional
assumptions on which the parametric tests to which the results relate were justified (one-way
ANOVA, linear regression, paired t-test).

7. DISCUSSION

All of this suggests that the overarching hypothesis — that formally-structured iterative human-Al
collaboration drives improved accuracy over both non-IA human decision-making and automated
decision-making — holds true, not only in terms of accuracy, but also trust and time saving. In particular,
there are three implications. Second, statistically significant gains in performance for the fully
collaborative condition (D) compared to the sequential condition (C) (Hypothesis 1 and 3) indicate that
organizations that are yet to fully leverage Al with iterative agent conversation may be missing out on a
lot of performance benefits, despite looking at the results. Second, explainable-Al has demonstrated that
‘interpretability’ is as much a requirement for successful collaboration with the organization's Al as it is
an option — Condition D creates the highest degree of trust, despite the fact that its quicker. Thirdly, the
statistically proven learning-curve effect (Hypothesis 4) suggests that benefits that can be delivered
through human-Al collaboration are likely to become more importantly over time as the agents get
acquainted with and learn from one another, which could impact the extent to which pilot programs and
change-management timelines can be managed. There are a number of caveats to consider for the
interpretation of the results. Being designed through simulations, there is an ability to make controlled
comparisons, but it is not necessarily a reflection of inter-personal/organizational politics that contribute
to the implementation of Al in practice. The sample was cross-sectoral but focussed in three particular
sectors and therefore might not be generalizable to other sectors with significantly different risk profiles
(e.g. military sector or judicial sector). Scores per participant were not published and hence the
condition-level data sets re-constructed and used for the demonstration of the calculations of the
Hypotheses 1-3 (Section 5.2) are not exactly as the ones that were part of the original study. Lastly, the
Al decision support system used in the experiment was for one specific set of generations of Al
reasoning ability, reasoning agents, etc. and the boundaries of tasks allocated to agents found in the
experiment could change if new generations of rational abilities are introduced.

8. FUTURE SCOPE

8.1 Longitudinal Field Studies

Future research should include longitudinal, field deployments (1-12 months or years) of the HACPS
framework to directly measure performance, calibration of the trust-reward setting, and skill retention of
the system within repeated test sessions made by a number of participants, as opposed to the single
session conducted here; direct re-explicit exposure to actual repeated-measure, participant-level field
data, instead of the data set reconstructed from the simulated calculations presented here; and an explicit
re-running of Hypotheses 1-5, using the empirical, field measures that are actually accumulated in
practice.
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8.2 Agentic and Multi-Agent Al Collaboration

More future implementations and testing of this kind of framework should consider modelling the
interactions between more than one specialized Al agent with one or more human agent(s) in interaction
with each other toward a shared goal, rather than the human-agent-1/Al-agent-1 dyad studied here in this
Section 4.

8.3 Domain-Specific Framework Calibration

Additional contexts with markedly different risk tolerances, accountability dimensions, and regulatory
regulations, such as those found in healthcare, financial, or technology, should be empirically tested with
the task-allocation matrix from Figure 5, and Hypothesis 5 (complementarity from risk-taking and
accountability), to validate it outside of these specific sectors.

8.4 De-Skilling and Workforce Development

The qualitative concern of human only de-skilling warrants its own individual study, namely a
longitudinal pilot study to capture any significant loss of human only performance (Condition A) over
time by users who are using their artefacts, as well as design and pilot testing training interventions to
enable humans to make judgments.

8.5 Explainability-Trust Causal Mechanisms

Future experiments will need to cross control precondition(s), such as confidence intervals or feature
attribution, and explainability techniques (e.g., counterfactual explanations) in experiments to further
address the correlational evidence for Hypothesis 3's causal impact on calibrated trust measure.

8.6 Economic and Organizational Cost-Benefit Modeling

Finally, a formal cost-benefit model could be developed, perhaps in the form of multiple regression, to
help organizational decisions for greater investment at scale, as accuracy improves as demonstrated by
the hypotheses of 1-3 and as costs are reduced.

9. CONCLUSION

This paper restated a mixed methods study involving discrete human actors and Al as they participate in
the decision making process as five forthrightly-stated research hypotheses, rather than research
questions. With one-way ANOVA and Tukey's HSD, the Collaborative Human-Al condition showed
statistically significant higher accuracy (F(3,92) = 32, p <.001), statistically significant higher calibrated
trust (F(3,92) = 22, p < .001) and statistically significant faster decision time than the Human-Only
baseline (F(3,92) =~ 59, p < .001), but was statistically equivalent to the Sequential condition on time
despite statistically out-performing it on both accuracy and trust. Simple linear regressions revealed a
significant and consistent trend over 8 consecutive cycles of collaboration — the R2 value was > 0.97 for
both decision time and decision quality — indicating a true organizational learning effect and not a one-
off, performance effect. The measurement of Al led task ownership, using outcome data from the
analytical and data intensive pipeline stages, and the judgment and/or ethical pipeline stages, was
significantly greater at the analytical and/or data intensive pipeline stages (t(213) = 50, p <.001,d = 3.4)
than at the judgment and/or ethical pipeline stages, thus once again confirming the complementarity
principle used in the design of the HACPS. Most importantly the depth of interaction, not just the
presence of Al, was the real determinant of increased performance — versus every iteration and
interaction between man and Al agent, there was added, positive value. The statistically evaluated
results of these hypotheses yield a theoretically validated structure and an empirically based task-
allocation matrix to those organizations who want to move beyond the ad hoc use of Al and pursue a
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comprehensive human-Al interaction based on Al complementarity in complex decision-making
situations.
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